2003s-22

No unbiased Estimator of the
Variance of K-Fold
Cross-Validation

Yoshua Bengio, Yves Grandvalet

Série Scientifique
Scientific Series

Montréal
Mai 2003

© 2003 Yoshua Bengio, Yves Grandvalet. Tous droits réservés. All rights reserved. Reproduction partielle permise
avec citation du document source, incluant la notice ©.
Short sections may be quoted without explicit permission, if full credit, including © notice, is given to the source.

CIRANO

Centre interuniversitaire de recherche
en analyse des organisations



CIRANO

Le CIRANO est un organisme sans but lucratif constitué en vertu de la Loi des compagnies du Québec. Le
financement de son infrastructure et de ses activités de recherche provient des cotisations de ses organisations-
membres, d’une subvention d’infrastructure du ministére de la Recherche, de la Science et de la Technologie, de
méme que des subventions et mandats obtenus par ses équipes de recherche.

CIRANO is a private non-profit organization incorporated under the Québec Companies Act. Its infrastructure and
research activities are funded through fees paid by member organizations, an infrastructure grant from the
Ministére de la Recherche, de la Science et de la Technologie, and grants and research mandates obtained by its
research teams.

Les organisations-partenaires / The Partner Organizations

PARTENAIRE MAJEUR )
. Ministéere des Finances, de I’'Economie et de la Recherche [MFER]

PARTENAIRES

. Alcan inc.

. Axa Canada

. Banque du Canada

. Banque Laurentienne du Canada

. Banque Nationale du Canada

. Banque Royale du Canada

. Bell Canada

. Bombardier

. Bourse de Montréal

. Développement des ressources humaines Canada [DRHC]
. Fédération des caisses Desjardins du Québec
. Gaz Métropolitain

. Hydro-Québec

. Industrie Canada

. Pratt & Whitney Canada Inc.

. Raymond Chabot Grant Thornton

. Ville de Montréal

. Ecole Polytechnique de Montréal
. HEC Montréal

. Université Concordia

. Université de Montréal

. Université du Québec a Montréal
. Université Laval

. Université McGill

ASSOCIE AU :

. Institut de Finance Mathématique de Montréal (IFM?)

. Laboratoires universitaires Bell Canada

. Réseau de calcul et de modélisation mathématique [RCM?]

. Réseau de centres d’excellence MITACS (Les mathématiques des technologies de I’information et des systémes complexes)

Les cahiers de la série scientifique (CS) visent a rendre accessibles des résultats de recherche effectuée au CIRANO
afin de susciter échanges et commentaires. Ces cahiers sont écrits dans le style des publications scientifiques. Les idées
et les opinions émises sont sous I’unique responsabilité des auteurs et ne représentent pas nécessairement les positions
du CIRANO ou de ses partenaires.

This paper presents research carried out at CIRANO and aims at encouraging discussion and comment. The
observations and viewpoints expressed are the sole responsibility of the authors. They do not necessarily represent
positions of CIRANO or its partners.

ISSN 1198-8177



No unbiased Estimator of the Variance of K-Fold
Cross-Validation

Yoshua Bengio,” Yves Grandvalet'

Résumé / Abstract

L'erreur de prédiction, donc la perte attendue sur des données futures, est la mesure standard
pour la qualité des modeles d'apprentissage statistique. Quand la distribution des données est
inconnue, cette erreur ne peut étre calculée mais plusieurs méthodes de rééchantillonnage,
comme la validation croisée, peuvent étre utilisées pour obtenir un estimateur non-biaisé de
I'erreur de prédiction. Cependant pour comparer des algorithmes d'apprentissage, il faut aussi
estimer l'incertitude autour de cet estimateur d'erreur future, car cette incertitude peut étre tres
grande. Cependant, les estimateurs ordinaires de variance d'une moyenne pour des
échantillons indépendants ne peuvent étre utilisés a cause du recoupement des ensembles
d'apprentissage utilisés pour effectuer la validation croisée. Le résultat principal de cet article
est qu'il n'existe pas d'estimateur non-biaisé universel (indépendant de la distribution) de la
variance de la validation croisée, en se basant sur les mesures d'erreur faites durant la
validation croisée. L'analyse fournit une meilleure compréhension de la difficulté d'estimer
I'incertitude autour de la validation croisée. Ces résultats se généralisent a d'autres méthodes
de rééchantillonnage pour lesquelles des données sont réutilisées pour I'apprentissage ou le
test.

Mots clés : Erreur de prédiction, validation croisée, estimateur de variance
multivariee, comparaison statistique des algorithmes.

In statistical machine learning, the standard measure of accuracy for models is the prediction
error, i.e. the expected loss on future examples. When the data distribution is unknown, it
cannot be computed but several resampling methods, such as K-fold cross-validation can be
used to obtain an unbiased estimator of prediction error. However, to compare learning
algorithms one needs to also estimate the uncertainty around the cross-validation estimator,
which is important because it can be very large. However, the usual variance estimates for
means of independent samples cannot be used because of the reuse of the data used to form
the cross-validation estimator. The main result of this paper is that there is no universal
(distribution independent) unbiased estimator of the variance of the K-fold cross-validation
estimator, based only on the empirical results of the error measurements obtained through the
cross-validation procedure. The analysis provides a theoretical understanding showing the
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difficulty of this estimation. These results generalize to other resampling methods, as long as
data are reused for training or testing.

Keywords: Prediction error, cross-validation, multivariate variance
estimators, statistical comparison of algorithms.



1 Introduction

In machine learning, the standard measure of accuracy for models is the prediction
error (PE), i.e. the expected loss on future examples. Learning algorithms are often
compared on their average performance, which is thus measured by the expected
prediction error EPE), where the expectation is taken over training sets.

When the data distribution is unknowRE andEPE cannot be computed. If
the amount of data is large enoudttl can be estimated by the mean error over a
hold-out test set. The usual variance estimates for means of independent samples
can then be computed to derive error bars on the estimated prediction error, and to
assess the statistical significance of differences between models.

The hold-out technique does not account for the variance with respect to the
training set, and may thus be considered inappropriate for the purpose of algorithm
comparison [6]. Moreover, it makes an inefficient use of data which forbids its ap-
plication to small sample sizes. In this situation, one resorts to computer intensive
resampling methods such as cross-validation or bootstrap to esttfiaie EPE.

We focus here on K-fold cross-validation. While it is known that cross-
validation provides an unbiased estimateE®E, it is also known that its vari-
ance may be very large [4]. This variance should be estimated to provide faithful
confidence intervals oBE or EPE, and to test the significance of observed differ-
ences between algorithms. This paper provides theoretical arguments showing the
difficulty of this estimation.

The difficulties of the variance estimation have already been addressed [6, 10,
11]. This paper builds upon the work of Nadeau and Bengio [11], which inves-
tigated in detail the theoretical and practical merits of several estimators of the
variance of cross-validation. Our analysis departs from this work in the sampling
procedure defining the cross-validation estimate. While [11] considers K inde-
pendent training and test splits, we focus on the standard K-fold cross-validation
procedure, where there is no overlap between test sets: each example of the original
data set is used once and only once as a test example.

This paper is organized as follows. Section 2 defines the measures of per-
formance for algorithms, their estimation by K-fold cross-validation and similar
procedures such as deletejackknife. Our theoretical findings are summarized in
Sections 3—6. They are followed by experiments illustrating ... The experimental
are then ... before ending by conclusive remarks in Section 9.



2 General Framework

2.1 Measures of performance

In machine learning, the performance measure differs according to the experi-
menter viewpoint. In applications, we are interested in finding the best algorithm
for solving the particular task at hand, specified by one particular training set and
some information about the data generating process. In algorithm evaluation, we
want to compare several learning algorithms for different learning tasks.

Formally, we have a training sé? = {zi,...,z,}, with z;, € Z, indepen-
dently sampled from an unknown distributiéh We also have a learning algorithm
A, which maps a data set of (almost) arbitrary size to a functionZ* — F.
Throughout this paper, we consider symmetric algorithms,A.és insensitive to
the ordering of examples in the training 92t The discrepancy between the pre-
diction and the observatianis measured by a loss functional: F x Z — R.
Typically, L is the quadratic loss in regression and the misclassificétioh}-loss
in classification.

Let f = A(D) be the function returned by algorithah on the training set
D. In application based evaluation, the goal of learning is usually stated as the
minimization of the prediction error, i.e. the expected loss on future test examples

PE(D) = E[L(f,2)] , 1)

where the expectation is taken with respect sampled fromP. 1

In algorithm based evaluation, we are not really interested in performances on
a specific training set; we would like comparisons on a more general basis. In
this context, the lowest level of generality can be stated as “training sets of size
sampled fromP”, and the performance of learning algorithincan be measured
by the expected performance of the functions returned in this situation

EPE(n) = E[L(A(D),z)] , (2)

where the expectation is taken with respecbteampled fromP™ andz indepen-
dently sampled fronP.

Note that other types of performances measure can be proposed, based for
example on parameters, or defined by the predictability in other frameworks, such
as the prequential analysis [5].

When the data distribution is unknowRE and EPE cannot be computed.
They have to be estimated, and it is often crucial to assess the uncertainty attached
to this estimation:

INote that we are using the same notation for random variables and their realization. The meaning
will be specified when not clear from the context.



¢ in application-oriented experiment, to give a confidence intervdtion

¢ in algorithm-oriented experiment, to estimate the stability of a given algo-
rithm. For comparisons between algorithms, it is essential to assess the sta-
tistical significance of observed differences in the estinhdt&..

Although this point is often overlooked, estimating the variance of the estimates
PE andEPE requires caution.

2.2 Hold-out estimates of performance

If the amount of data is large enougRE can be estimated by the mean error
over a hold-out test set, and the usual variance estimate for means of independent
variables can then be computed. However, even in the ideal situation where several
independent training and test sets would be available, this estimate should not be
applied to compute the variance BPE: even though training and test examples

are independent, the test errors are correlated, since many test errors are computed
for each training set, now considered as a random variable.

Figure 1 illustrates how crucial it is to take correlations into account. The mean
of two variance estimators is reported. the empirical variance of the hold-out
estimate, in an ideal situation where 10 independent training and test sets are avail-
able. The variance dﬁ(n) (estimated on 100 000 independent experiments) is
displayed for reference by the dotted line. The averagh ahe variance estima-
tor ignoring correlations, shows that this estimate is highly biased, even for large
sample sizes, whereas the variance estin@totaking into account correlations,
is unbiased. The details of this experiment are given below.

Experiment 1 Ideal hold-out estimate diPE.

We haveK = 10 independent training set®q, ..., D of n independent
example; = (x;,y;), wherex; = (z;1,...,z;q) is a d-dimensional centered,
unit covariance Gaussian variable (= 30), i = \/3/d>%_, x4 + &; With ;
being independent, centered, unit variance Gaussian variable¢e also haves
independent test sefs, . . ., Tk of sizen sampled from the same distribution.

The learning algorlthm consists in fitting a line by ordinary least east squares, and
the estimate oEPE is the average quadratic loss on test exammm =L=
EyE i > st Lii» whereLy; = L(A(Dy), z;).

The first estimate of variance &PE is 6; = m S S (L —

E)Q, which is unbiased provided there is no correlation between test errors. The

*The /3/d factor provides arR* of approximately3 /4.
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Figure 1: Estimates of the variancelﬁﬁ](n) vs. empirical variance cﬂﬁ(n)

on 100 000 experiments. The average of the variance estintat@ignoring cor-
relations, dashed) arfd (taking into account correlations, plain) are displayed for
different training sample size.

second estimate &, = m SR > (Lki — L)(Lg; — L), which takes
into account correlations between test errors.

The hold-out technique makes an inefficient use of data which forbids its appli-
cation in most real-life applications. Then, one can resort to K-fold cross-validation
to estimatePE or EPE.

2.3 K-fold cross-validation estimates of performance

Cross-validation is a computer intensive technique, using all available examples as
training and test examples. It mimics the use of training and test sets by repeatedly
training the algorithmi times with a fractionl / K of training examples left out
for testing purposes. This kind of hold-out estimate of performance lacks compu-
tational efficiency due to the repeated training, but the latter are meant to lower the
variance of the estimate [12].

In practice, the data sd? is first chunked intdk disjoint subsets (oblockg
of the same siZem 2 n/K. Let us writeT}, for the k-th such block, and;, the
training set obtained by removing the elementgjrfrom D. The cross-validation
estimator is defined as the average of the errors on test ljooktained when the
training set is deprived frori},

K
V(D) = }(kznll S L(A(Dy)2) - 3)
=1

z; €T},

3To simplify the analysis below we assume thas a multiple of K
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DoesCV estimatePE or EPE? Such a question may seem pointless consider-
ing thatPE(D) is an estimate oEPE(n), but it becomes relevant when consider-
ing the variance o€V: does it inform us of the uncertainty ab@iE or EPE?

On the one side, only one training sél, enters the definition of'V, which
can be, up to an approximation, an unbiased estimaRigD) [8]. 4 In a more
general context, it has also been proved that, under suitable stability assumptions
on the algorithmA, CV (D) estimate®E(D) at least as accurately as the training
error [9, 2]. A more appealing result states thaf is a more accurate estimate of
PE than hold-out testing [3]. However, this statement does not appBREIQD),
but to the prediction error of a randomized algorithm picking solutions uniformly
within {A(Dg)}HE .

On the other side(’V is explicitly defined from the learning algoritha, and
not from the functionf = A(D). The inner average in the definition GfV (3)
is an average test loss faer( D) which thus estimates unbiasedhE(Dy). The
training setsDq, ..., Dg are clearly not independent, but they are sampled from
P"™_Hence, the outer average of (3) estimates unbiade®lly(n —m). ° Here,
following [6, 11], we will adopt this latter point of view.

The variance estimate &PE provided by the hold-out estimate has to account
for test error dependencies. Here, the situation is more complex, since there are ad-
ditional dependencies due to the overlapping trainingBets. ., D . Before de-
scribing this situation in detail and summarizing the results of our theoretical anal-
ysis in Sections 3—6, we detail some procedures similar to K-fold cross-validation,
for which the forthcoming analysis will also hold.

2.4 Other estimates of the K-fold cross-validation type

One of the main use of variance estimatedi®ft is to compare learning algo-
rithms. The analysis presented in this paper also applies to the version of cross-
validation dedicated to this purpose: if we want to compare the performances of
algorithmsA; and A,, cross-validation with matched pairs should be the method
of choice

K
ACV(D) = 3 = S L(ADy). )~ L(A(Di)m) - (@)

“More precisely, wheid is the quadratic loss, and writing= A(D), f~* = A(Dy), assuming
that for(xi, yz) =2z; € Tk, % Zle fﬁk(xi) = f(Xl) yleldsE[CV] = E['le Z?zl(f(xi)fyi)Q],
where the expectation is taken with respecito. . . , yn.

SNote that leave-one-out cross-validation is known to fail to estiB®RE for unsmooth statistics
(e.g. [4, 7]). This failure is due to the similarity of the training sBXs, . . ., Dx which are far from
being representative samples drawn fr&¥h~"™.



Compared to the difference of two independent cross-validation estim=a¢&g,
avoids the additional variability due to train/test splits.

In application oriented experiments, we would like to estinlaE D). We
have seen in Section 2.3 that, under suitable assumptidngan be used to esti-
matePE. If the assumptions are violated in the application at hand, we may resort
to the jackknife or the deletex jackknife (see e.g. [7]) to estimate the optimism
(i.e. the bias of the mean error on training examples, when the latter is used to
estimatePE(D)). Ideally, the estimate of optimism should be an average over all
subsets of size — m, but a less computationally intensive alternative is

K n
K= | gy o O LA 2) — LS LAD)z) | . 6
=1

k=1z,€Dy,

The link with cross-validation is exhibited more clearly by the following ex-
pression of the (debiased) jackknife estimatd bf

K n
1
TK=CV+ ; 2_; (L(A(D),z;) — L(A(Dy), 1)) - (6)
For additional information about jackknife estimates and clues on the derivation of
(5) and (6), the reader is referred to [7].

2.5 Generic notations

This paper studies the variance of statistics suckb¥s ACV or JK. In what
follows, these statistics will be denoted fiya generic notation for means of ob-
servationg:; split in K groups.

N 1
wo= - €;
n 4
=1
K
1 1
- K > m D e
k=1 i€Ty
where, slightly abusing notation e T, meansz; € T}, and
L(A(Dk), Zi) for o= (GAVA
Vi €Ty, e, = L(Al(Dk;),ZZ) — L(AQ(Dk-), Zi) for ﬂ = ACV R

KL(A(D), ) = Yy, L(A(Dy), 2;) for i = JK .

Note that/ is the average of identically distributed (dependent) variables.
Thus, it asymptotically converges to a normally distributed variable. It is thus
completely characterized by its expectatibfii| and its variancé/ar[[].
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3 Structure of the Covariance Matrix

The variance of: is defined as follows
1
0 = ﬁ Z COV(ei, ej) .
7]

By using symmetry arguments over permutations of the exampl&s e show
that many distributions og; and pairwise joint distributions ofe;, ;) are identi-
cal. As results, the covariance matBixhas a very particular block structure, with
only three possible values fai;; = Cov(e;, e;), and the expression ¢fis thus a
linear combination of these three values.

Lemma 1 Using the notation introduced in section 2.5,

1. all ¢; are identically distributed:
Vi, P(e; = u) = f(u).

2. all pairs (e;, ej) belonging to the same test block are jointly identically dis-
tributed:
V(i,j) € T? 1 j # i, Ple; =u,ej =v) = g(u,v).

3. all pairs (e;, e;) belonging to different test blocks are jointly identically dis-
tributed:
Vie Ty, VjeTy:L#k, Pleg=u,ej =v) = h(u,v).

Proof

These results are derived immediately from the permutation-invariané¥ b
and the symmetry of.

e invariance with respect to permutations within test blocks:
1. V(i,i") € T?, P(e; = u) = P(ey = u) = fir(u);
Y(i, i) € TZ, ¥j € Ty:
P(e; =u,ej =v) = Pley = u,e; =v)
hence:
2. Y(i,j) € T,? 1j # 14, Ple; =u,e; =v) = gi(u,v).
B.VieTy, VjeTy: l#k, Ple;=u,ej =v) = hye(u,v).

e invariance with respect to permutations between test blocks.

1Yk, K, fro(u) = fir(u) = f(u);

7



2. Y(k, k'), gi(u,v) = gw(u,v) = g(u, v);
3. V(k, K, Y, O) 4 #£ kol £ KA # kO £ K, hg(u,v) =
hie (u,v) = hgro(u, v) = hyrg(u, v) = h(u,v).
Q.E.D.

Corollary 1 The covariance matri¥ of cross-validation errore = (e, ..., e,)

has the simple block structure depicted in Figure 2:
1. all diagonal elements are identical
Vi, Cov(e;,e;) = Varle;] = o2;
2. all the off-diagonal entries of th& m x m diagonal blocks are identical
V(i,j) € T} : j # i, T(j) = T(i), Cov(ei, e5) = w;
3. all the remaining entries are identical

Vie Ty, VjeTy:L#Ek, Cov(ie;ej) =7.

n

3

&
[

Figure 2: Structure of the covariance matrix.

Corollary 2 The variance of the cross-validation estimator is a linear combina-
tion of three moments:

1
0 = -3 ZCOV(ei,ej)
Z'7j
1 -1 —
L L m’y (7)
n n n




Hence, the problem of estimatirfgdoes not involve estimating(n + 1)/2
covariances, but it cannot be reduced to that of estimating a single variance param-
eter. Three components intervene, which may be interpreted as followsjwisen
the K-fold cross-validation estimate BPE:

1. the variances? is the average (taken over training sets) variance of errors
for “true” test examples when algorithh is fed with training sets of size
n(K —1);

2. the within-block covariances would also apply to “true” test examples; it
arises from the dependence of test errors stemming from the common train-
ing set.

3. the between-blocks covariangeis due to the dependence of training sets
(which sharen(K — 2)/(K — 1) examples) and the fact that test bldEk
appears in all the training sef3 for ¢ # k.

The forthcoming section makes use of this structure to show that there is no uni-
versal unbiased estimator éf

4 No Unbiased Estimator ofVar|/i] Exists

Consider a generic estimatérthat depends on the sequence of cross-validation
errorse = (eq,es,...,e,) . Let us assume thatis an analytic function of the
errors, so that we can write its Taylor expansion:

é =g+ Z o1 (z)ez + Z ag(Lj)eiej + Z ag(i,j, l-c)eiejek + ... (8)
i i

i’j’k

We first show that for unbiased variance estimates @] = Var|3]), all theq;
coefficients must vanish except for the second order coefficients.

Lemma 2 There is no universal unbiased estimatoiaf:-|/] that involves the;
in a non-quadratic way.

Proof

Take the expected valueféxpressed as in (8), and equate it withr ) (7):

Elf] =ao+ Y ai(i)Ele)] + > asli,j)Eleie;] + Y as(i, j, k) Eleiejer] + . ..
i i,J 0,7,k
0=152 + mT_lw—l- Ay

n

For having E[f] = 6 for all possible values of the moments:pbne must have
ag = 0 becausé has no such constant term, not depending on any of the moments

9



of e. Similarly, a1 (-) must be zero becaugehas no term inE[e;] = p. Finally,
the third and higher order coefficients (.. .), ¢ > 2 must also be zero becauge
has only quantities depending on the second order moraénts and .

Q.E.D.

Since estimators that include moments other than the second moments in their
expectation are biased, we now focus on the class of estimators which are quadratic
forms of the errors, i.e.

é =e'We = Z I/Vijeiej . (9)
i?j

Lemma 3 The expectation of quadratic estimatdtsiefined as in (9) is a linear
combination of only three terms

A

Elf] = a(0® + p?) + b(w + p?) + e(y + 1) (10)
where(a, b, c) are defined as follows:
i Wi

K
Zk:l ZieTk ZjeTk;j7&i VVij ;
K
2=t ek 2iemy 2jer, Wii -

A “trivial” representer of estimators with this expected value is

a
b

C

e e e

0 = asi + bsy + cs3 (11)

where (s, s2, s3) are the only quadratic statistics ef that are invariants to the
within blocks and between blocks permutations described in Lemma 1.

( n

1>
—
no

S1

52

(12)

I3
=
3 =
=
™=
(]
y
QVO

[1>2

1 K
53 mz Z Zeiej .

k=1 0£k i€T}, jET,

Proof



This result is obtained exploiting Corollary 1 and grouping the terméiafEqua-
tion (9) that have the same expected values.

E[6] = Z ST WuBlel+ > WiiEleiej]+ > > WijEleje;]

k=11€T}y JET j#1 l#k jET,

= (0% 44 }:W%+-w+u E:E: Y Wiy

k=1i€Ty, jET):j#i

W+MQ:ZD§§:mj

k=1 (£ i€Ty, j€T
= a(o? + )+ b(w + ) + ey + 1?)
= aE[s1] + bE[s3] + cE[s3] ,

which is recognized as the expectation of the estimator defined in Equation (11).
Q.E.D.

We now use Lemma 3 to prove that there isumversallyunbiased estimator
of Var[g], i.e. there is no estimatdt such thatE[§] = Var[a] for all possible
distributions ofe.

Theorem 1 There exists no universally unbiased estimatoVef|].
Proof
Because of Lemma 2 and 3, it is enough to prove the result for estimators that
are quadratic forms expressed as in Equation (11). To obtain unbiasedness, the
expected value of that estimator must be equated Weitty:] (7):

m—1 n—m

1
a(02+u2)+b(w+u2)+c(7+ﬂ2):5024— - w+ — - (13)

For this equality to be satisfied for all distributions of cross-validation errors, it
must be satisfied for all admissible values.9fs?, w, and~. This imposes the
following unsatisfiable constraints dn, b, ¢):

a -1,

b — m—17

’ T e (14)
n M

a+b+c = 0.

Q.E.D.

11



5 Eigenanalysis of the covariance matrix

One way to gain insight on the origin of the negative statement of Theorem 1 is via
the eigenanalysis dE, the covariance oé. This decomposition can be performed
analytically thanks to the very particular block structure displayed in Figure 2.

Lemma 4 Letvy be the binary vector indicating the membership of each example
to test blockk. The eigensystem &f is as follows:

e )\ = 02 — w with multiplicityn — K and eigenspace defined by the orthog-
onal of basis{v } = ,;

e )\ = 0%+ (m — 1)w — my with multiplicity K — 1 and eigenspace defined
in the orthogonal ofl. by the basig v} ;

e \3 =02+ (m—1)w+ (n —m)y with eigenvectod.

Proof
From Corollary 1, the covariance matriX = E[ee’| — E[e]E[e]’ can be decom-
posed as

Y= (0% -w)X +mw—7) +nE3 ,

Where21 =13, = % (Vl R VK) (V1 . VK)/ and23 = %11/.
31, X9 and X3 share the same eigenvectors, with eigenvalues being equal
either to zero or one:

¢ the eigenvectot has eigenvalué for 31, 35 and X3;

e the eigenspace defined in the orthogonal dfy the basigv;}X_, defines
K — 1 eigenvectors with eigenvaluégor 31 and 3, and0 for Xs;

¢ all remaining eigenvectors have eigenvalidsr 3; and0 for 3 and 3.
Q.E.D.

Lemma 4 states that the vectercan be decomposed into three uncorrelated
parts:n — K projections to the subspace orthogonaft@ } X |, K — 1 projections
to the subspace spanned«hy;g}kl’(:1 in the orthogonal ofl, and1 projection onl.
These projections af can be equivalently represented by respectivelyi’, K —1
andl uncorrelated one-dimensional examples, corresponding to the coordinates of
e in these subspaces.

In particular, with only one point, the sample variance is null for the projection
on 1, resulting in the absence of unbiased variance estimaig.ofhe projection

12



of e on the eigenvectojil is preciselyi. Hence there is no unbiased estimate of
Var[i] = ’\—rf* when we have only one realization of the veator For the same
reason, even with simple parametric assumptiong ¢such ase Gaussian), the
maximum likelihood estimate d@fis not defined. Only\; and )\, can be estimated
unbiasedly. Note that this problem cannot be addressed by performing multiple
K-fold splits of the data set. Such a procedure would not provide independent
realizations ok.

6 Possible values fow and ~

Theorem 1 states that no estimator is unbiased, and in its demonstration, it is shown
that the bias of any quadratic estimator is a linear combinatiqr? 052, w and-.
Regarding estimation, it is thus interesting to see what constraints restrict the pos-
sible range of these quantities. There are no such constraint lipking > which

are the mean and variancedf but only a restricted set of values are possible for
o2, w and~.

Lemmab5 For i = CV andji = ACYV, the following inequalities hold:

2

{ 0 < w < o
1 2 1.2
—m(o +(m-1w) < v < E(O’ + (m—1w)
N 0 < w < o2
—-Mg? < 4 < o?

The shape of the admissilgle, v) region corresponding to the first set of (tighter)
inequalities is displayed in Figure 3.
Proof
The constraints o result from the Cauchy-Schwartz inequality which provides
Cov(u,v)? < Var[u]Var[v], hence

—o? <w< o’ .
Moreover, the following reasoning shows that, foe= CV andji = ACV, w is
non-negativew is the covariance of (differences in) test errors for training sets of
sizen — m and test sets of sizé= m. The variance of the average test error is
given by the mean of covariancé(sa2 + (¢ — 1)w). The variance and covariance
of test errors are not affected ldyand the variance of the average test error should
be non-negative for any test set sizédencew is bound to be non-negative. When
this type of reasoning cannot be used, asjior JK, w can only be proved to be
greater than—o2/(m — 1).
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o? o?
0 0
—0? —0?
—o? 0 o2 —o? 0 o2
w w
K =10 K =100
o? o?
- 0 0
—o? —0?
—o? 0 o2 —o? 0 o2
w w

Figure 3: Possible values dfv,~) according tos? for n = 200 and K =
{2,5,10,100}.

The constraints ony simply rephrase that the eigenvalugs and A3 of the
covariance matrix3 should be non-negative. The simpler (and looser) form is
obtained by using < o2.

Q.E.D.

7 Experiments

We already mentioned that the bias of any quadratic estimator is a linear combina-
tion of 12, 02, w and~y. The admissible values provided in the preceding section
suggest that andy cannot be proved to be negligible comparedtoThis section
illustrates that in practice, the part varianceiadue tow and~ (see Equation (7))

can be of same order than the one ddelt therefore suggests that the estimators

of 6 should indeed take into account the correlations; of

Experiment 2 True variance of K-fold cross-validation.
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We repeat the experimental setup of Experiment 1, except that now, we are
in the more realistic situation where only one sample of siz® available. Since
cross-validation is known to be sensitive to the instability of algorithms, in addition
to this standard setup, we also consider another one with outliers:

The inputx; = (241, - .., 2q)" is still 30-dimensional, but it is now a mixture
of two centered Gaussian variables: tetoe a binary variable, withP(¢; = 1) =
p = 0.95, whent; = 1, x; ~ N(0,I); whent; = 0, z; ~ N(0,1001); y; =
V3/(dlp+100(1 — p))) 4 2 + & with &5 ~ N(0,1/(p + 100(1 — p)))
whent; = 1 ande; ~ N(0,100/(p + 100(1 — p))) whent; = 0.

We now look at the variance of K-fold cross-validatidid & 10), and decom-
pose in the three orthogonal componemts w and~. The results are shown in
Figure 4.

0.25 150

0.2
100

Var[CV]
Var[CV]

50
0.05

0 0
60 8010a20 160 220280360460 600 60 8010020 160 220280360460 600
n-m n-m

no outliers outliers

Figure 4: Bar plots of contributions of, w and~y to 6 vs.n.

When there are no outliers, the contributionofs very important for small
sample sizes. For large sample sizes, the overall variance is considerably reduced
and is mainly caused hy’. In these situations, the learning algorithm returns very
similar answers for all training sets. When there are outlietsas little effect, but
the contribution ofy is of same order as the one®f, even the ratio of examples
over free parameters is large (here up to 20). Thus, in difficult situations, where
A(D) varies according to the realization bf, neglecting the effect @b and~ can
be expected to introduce a bias of the order of the true variance.

It is also interesting to see how these quantities are affected by the number of
folds K. The decomposition of in o2, w and~ (7) does not imply thaf” should
be set either ta or to 2 (according to the sign ab — ) in order to minimize the
variance ofii. Modifying K affectso?, w and~ through the size and overlaps of
the training setd)+, . .., Dk, asillustrated in Figure 5. For a fixed sample size, the
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variance ofi; and the repartition 052, w and~ effects varies smoothly witf". ©

The experiments with and without outliers illustrate that there is no general trend
neither in variance or decomposition of the variance inftsv andy components.

The minimum variance can be reached for= n or for an intermediate value of

K.

0.25 25

2

M o
02 [Jw z
015 v 15

D D
0.1 1
0.05 0.5
0 0
2 345 6 81012152024 304060120 2 3 45 6 81012152024 304060120
K
no outliers outliers

Figure 5: Bar plots of contributions of, w andy to # vs. K for n = 120.

8 Special cases

8.1 Hold-out estimate ofEPE

When havingK independent training and test sets, the structure of hold-out errors
resemble the one of cross-validation errors, except that we know (from the inde-
pendence of training and test sets) that 0. This knowledge allows to build the
unbiased variance estima@g described in 2.2. This can be seen directly in the
proof of Theorem 1: knowing that = 0 removes the third equation in the linear
system (14).

8.2 Two-fold cross validation

Two-fold cross-validation has been advocated to perform hypothesis testing [6,
1]. It is a special case of K-fold cross-validation since the training blocks are
mutually independent since they do not overlap. However, this independence does
not modify the structure o in the sense that is not null. The between-block
correlation stems from the fact that the training bldek s the test block, and
vice-versa.

80f course, the mean gf is also affected in the process.
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8.3 Leave-one-out cross validation

Leave-one-out cross validation is a particular case of K-fold cross-validation,
whereK = n. The structure of the covariance matrix is simplified, without diago-
nal blocksY = (0% — v)%; + nyX3. The estimation difficulties however remain:
even in this particular case, there is no unbiased estimate of variance. From the
definition ofb, we haveb = 0, and withm = 1 the linear system (14) reads

Qa =

33I=

c = ,
a+c =

@)

which still admits no solution.

9 Conclusions

K-fold cross-validation is known to suffer from high variability, which is respon-
sible for bad choices in model selection and erratic behavior in the estimated ex-
pected prediction error.

In this paper, we show that estimating the variance of K-fold cross-validation
is difficult. This problem is due to the dependencies between test errors, which
induce the absence of redundant pieces of information regarding the average test
error, i.e. the K-fold cross-validation estimate. As a result, there is no unbiased
estimator of the variance of K-fold cross-validation.

Our experimental section shows that in very simple cases, the bias incurred by
ignoring the dependencies between test errors will be of the order of the variance
itself. These experiments illustrate thus that the assessment of the significance
of observed differences in cross-validation scores should be treated with cautious.
The problem being unveiled, the next step of this study consists in building and
comparing variance estimators dedicated to the very specific structure of the test
error dependencies.
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