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Information Content of Volatility Forecasts at
Medium-term Horizons*

John W. Galbraith† and Turgut Kisinbay‡

Résumé / Abstract

En utilisant la volatilité réalisée pour estimer la volatilité conditionnelle quotidienne
des rendements financiers, nous comparons les prévisions de volatilité quotidienne
effectuées à partir de modèles GARCH-QVM standard et à partir de projections directes sur
les volatilités réalisées. Nous considérons un horizon maximal de trente jours de transaction.
Les prévisions sont comparées à la variance non conditionnelle des rendements quotidiens,
ce qui nous permet d'estimer l'horizon maximal pour lequel les modèles détiennent un
pouvoir de prévision. Nous utilisons des données de l'indice TSE 35 et des taux de change
DM/US$ et Yen/US$, et nos résultats montrent qu’il y a un pouvoir de prédiction jusqu'à un
horizon de trente jours, et ce, pour chacune des trois séries. Nous montrons aussi que le
résultat de Bollerslev et Wright (2001), résultat indiquant que les projections sont
supérieures sur l'horizon d'un jour, reste valide dans un horizon s’étendant jusqu'à dix ou
quinze jours. Pour des horizons plus longs, les deux types de méthodes de prévision ne se
différencient guère.

Using realized volatility to estimate daily conditional volatility of financial returns,
we compare forecasts of daily volatility from standard QML-estimated GARCH models, and
from projections on past realized volatilities obtained from high-frequency data. We consider
horizons extending to thirty trading days. The forecasts are compared with the unconditional
sample variance of daily returns treated as a daily volatility forecast, allowing us to estimate
the maximum horizon at which the model-based forecasts provide forecasting power,
measured by MSE reduction. Using data from a Toronto Stock Exchange equity index and
foreign exchange returns (DM/$US and Yen/$US), we find evidence of forecasting power at
horizons of up to thirty trading days, on each of the three financial returns series. We also
find some evidence that the result of (e.g.) Bollerslev and Wright (2001), that projections on
past realized volatility provide better 1-step forecasts than the QML-GARCH forecasts,
appears to extend to longer horizons up  to around ten to fifteen trading days. At longer
horizons, there appears to be little to distinguish the forecast methods.
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1. Introduction

The modelling of conditional variance of economic time series, following Engle (1982)

and many subsequent contributions, has permitted characterization and forecasting of

volatility in data such as time series of asset returns. While returns themselves are usually

approximately unforecastable, forecasting of the volatility of returns has been quite suc-

cessful. Of course, evaluating the degree of this success, as with the forecasting itself, has

been complicated by the unobservability of the realized conditional variance.

Recent work with high-frequency data, in particular by Andersen and Bollerslev (1997,

1998), has provided an avenue for relaxing this constraint. Using direct estimates of daily

conditional variance obtained from high-frequency (intra-day) squared returns may per-

mit better evaluation of model-based daily volatility forecasts (Andersen and Bollerslev

1998), alternative methods of estimating parametric models of conditional variance (Bollen

and Inder 1998, Maheu and McCurdy 2000, Meddahi and Renault 2000, Galbraith and

Zinde-Walsh 2001), and characterization of daily conditional volatilities without recourse

to parametric models (Andersen, Bollerslev, Diebold and Labys 2001a/b, Bollerslev and

Wright 2001).

The present paper uses intra-day asset returns to examine model-based volatility fore-

casts at various horizons. As Christoffersen and Diebold (2000) note, risk depends on the

horizon considered, and different horizons are relevant for different problems or, in the case

of financial risk management, different classes of market participant. Nonetheless, little is

known about the forecastability of volatility at horizons beyond the very short, such as one

day. We investigate forecasts, both from the standard QML-estimated GARCH model and

from projecting directly on past values of the realized volatility, at horizons of up to thirty

trading days.

These forecasts are compared with the forecast implicit in the unconditional sample

variance. We are then able to consider the maximum horizon at which the QML-GARCH or

realized-volatility forecasts contain useful information about deviations of daily conditional

variance from the unconditional variance. In doing so we use the definitions of forecast

content of Galbraith (2001), and compute the forecast content function to the thirty-day

horizon.

The next section of the paper describes the methods that will be applied in eval-

uating the information content of volatility forecasts. The third section describes the

high-frequency data and forecasting models, and the fourth estimates QML-GARCH and
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realized-volatility forecast content for the daily conditional volatilities of the returns, and

interprets the results.

2. Volatility forecast and content horizons

The conditional variance of a time series is not directly observable. For this reason,

both estimation and evaluation of forecasting models is difficult relative to the conditional

mean case. However, estimates of volatility can be obtained from the quadratic variation

or realized volatility. For example, Andersen and Bollerslev (1998) address the question of

the forecast performance of GARCH models using estimates of daily conditional volatility

obtained from intra-day returns, and compare an R2 -type measure of predictive power at

a 1-day horizon. The exercise that we will perform here instead uses a measure based on

relative MSE, to examine performance of models in forecasting daily volatility at a range

of horizons.

The model of asset returns used by Andersen and Bollerslev, which we adopt, assumes

that returns follow a continuous-time diffusion process such that instantaneous returns

obey the relation dpt = σtdWp,t, where pt is the logarithm of the price, σt the instanta-

neous standard deviation, and Wp,t a Wiener process. Consider the sequence of (Tm + 1)

discretely-sampled logarithmic prices {pj}, j = 0, 1
m , 2

m , . . . , T , where integer values of the

index j represent end-of-day closing prices and non-integer values represent intra-day obser-

vations. Transform the sequence to obtain Tm returns, r[`,`+1], ` = 0, 1
m

, 2
m

, . . . , (T − 1
m

).

Defining r[a,b] as pb − pa, the daily return is r[t−1,t] = pt − pt−1 and the return on the last

of m intra-day periods of equal length between t− 1 and t is r[t− 1
m ,t] = pt − pt− 1

m
.1

With these definitions, the daily integrated volatility is
∫ 1

0
σ2

t+τdτ , and using the result

that (Andersen and Bollerslev, 1998)

plimm→∞

(∫ 1

0

σ2
t+τdτ −

m∑
i=1

r2

[t+
(i−1)

m ,t+ i
m ]

)
= 0, (1)

it follows that the summation of intra-day squared returns, or daily realized volatility,

provides an estimate of the daily conditional volatility. It is the performance of daily

volatility models in forecasting this quantity of interest which is evaluated both by Andersen

and Bollerslev and in the present paper. Note that the result (1) requires that the discretely-

sampled squared returns r2

[t+
(i−1)

m ,t+ i
m ]

be serially uncorrelated and that the price process be

1This is a slight modification of Andersen and Bollerslev’s notation for the returns.
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continuous. In practice this summation will provide only an approximation to
∫ 1

0
σ2

t+τdτ ,

the quality of which will depend upon the adequacy of these assumptions as well as on

the intra-day sampling frequency m (that is, the asymptotics). Meddahi (2001) provides a

detailed examination of the discrepany between integrated and realized volatility.

The daily realized volatility therefore gives us the target for the forecasting technique,

analogous to the realized outcome in forecasting an observable series. With this information

we proceed to the evaluation of forecasts at different horizons, making use of the forecast

content function as defined in Galbraith (2001), modified slightly here to reflect the fact

that we are evaluating second-moment forecasts. There, the forecast content function was

defined as the proportionate reduction in MSE obtainable relative to the unconditional

mean forecast, in forecasting the level of a quantity observable ex post. Adapting that

definition for a conditional volatility forecast, we set

C(s) = 1−
MSE

(σ̃2(s))

MSE
(σ̂2(s))

, s = 1, . . . , S, (2)

where σ̃(s) and σ̂(s) are respectively the model-based s-step-ahead forecast of the daily con-

ditional volatility, and the estimated unconditional variance. As in the case of conditional

mean forecasts, C(s)→ 0 as T, s →∞ for a forecast σ̃2
T+s|T based on a correctly-specified

forecasting model; C(s) may be less than zero where model parameter uncertainty domi-

nates the contribution of these parameters to prediction; C(s) near zero indicates model-

based forecasts no better as predictors than the unconditional standard deviation.

For general autoregressive processes, the content function can be expressed as a func-

tion of the autoregressive parameters and sample size available for estimation, taking ac-

count of parameter estimation uncertainty; expressions for C(s) are given in Galbraith

(2001). For a set of forecasts from an arbitrary forecasting model, C(s) can be estimated

from a sequence of outcomes and forecasts using the sample mean squared errors and as-

sociated asymptotic inference. This is the method used below for the forecasts evaluated

in Section 4.

3. Data and Models

We evaluate the forecast content functions of two types of asset: an equity price index

and two currencies, priced relative to the U.S. dollar. In each case we examine the daily

logarithmic returns. High-frequency intra-day data (bid, ask and index value at last trades)
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are available on the equity index at 15-second intervals,and on the foreign exchange prices

(bid and ask) at five-minute intervals.

A point relevant to all of the data series, noted in Andersen and Bollerslev (1998)

and explored further in Andersen, Bollerslev, Diebold and Labys (2001a/b), is that the

highest possible frequency of observation may not be optimal from the point of view of

daily volatility estimation, because of market micro-structure or other effects. As in ABDL

(2001a/b), we consider various possible sampling frequencies for the estimation of daily

volatility.

3.1 (i) TSE 35 Index

The equity index that we use is the Toronto Stock Exchange (TSE) 35 index of large-

capitalization stocks traded on the TSE. This index was chosen because of the availability of

a reasonably long daily time series for standard QML estimation of GARCH models (dating

from creation of the index in 1987) combined with a recent sequence of high-frequency data

allowing us to compute realized volatility measures for forecast evaluation.2

In addition to daily data from 1987 through 1998 inclusive, we use intra-day data on

the TSE 35 index value from calendar year 1998, to evaluate the forecasts of volatility.

These data are available at intervals of fifteen seconds throughout the 9:30 a.m. to 4:00

p.m. trading day, for a total of approximately 1560 observations a day. Bid and ask are

also available, beginning several hours before the trading day.

Despite the simplicity of the Andersen-Bollerslev result (1) for estimating the daily

volatility, there are several difficulties in computing estimates on these data, and in general

in actual realizations of asset prices.

Here, a first problem arises from the fact that trading does not take place throughout

the 24-hour day, as with some foreign exchange markets. Consider an example in which an

asset trades solely within 9:30 - 4:30 period. If the opening value at date t is equal to the

closing value at date t − 1, then all volatility is captured by the intra-day returns in the

9:30 - 4:30 period, and (1) may be applied directly, with the first squared return of the day

2The Toronto 35 was introduced as a notional portfolio of shares of the companies, chosen
to track the broader TSE 300 index fairly closely. The primary determinant of a stock’s
weighting in the portfolio is its ‘float quoted market value.’ This term is defined by the TSE
as the trade-weighted average price for the year, multiplied by the year-end share float. (The
set of policies governing inclusion, weighting and maintenance is recorded at www.tse.com.)
In February of 2000 unitholders of the TSE 35 (and also TSE 100) Index Participation Fund
approved a merger of the fund with the S & P / TSE 60 Index Participation Fund (i60).
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captured from (e.g.) 9:30:00 to 9:30:15. By contrast a change in the index between close

and open on the next day will not be captured by this computation.

In actual equity price data, including these index data, there is often a change between

the 4:30 close and 9:30 open on the following day, that represents a contribution to volatility

which, if ignored, will lead to underestimation of σ̂2
t . One possibility for incorporating this

component of volatility is to treat the squared return from close to subsequent opening as

an additional element of σ̂2
t , added to other squared returns. If we think of the index as

having a notional value throughout the non-trading hours, the overnight squared return is

an unbiased, but noisy estimate of overnight volatility (analogous to the use of squared daily

return, r2
t , as a proxy for the daily volatility, in the pre-integrated-volatility literature).

Because this change is generally small, however, the amount of noise added should be

correspondingly small.

A related problem arises here in that the first few minutes of the trading day typically

show the index value outside the bid/ask range; within the first two minutes of trading, the

index value is usually again within the range. One interpretation of this is that the bid/ask

better reflect the notional overall value of the index to investors, but the actual calculated

index value, arising from the aggregation of individual security prices, takes some time to

reflect this value through arbitrage. The opening index values may therefore be somewhat

unrealistic (too closely tied to the previous day’s close). One option for handling this,

which we explore, is to use the midpoint between bid and ask for the first two minutes of

the trading day, by which point the two measures are almost invariably compatible.3

Each of three sets (for different sampling frequencies: 1-, 5- and 20-minute) of daily

realized volatility estimates, {σ̂2
t }252t=1, is computed on each of the 252 trading days in 1998

(with the exception, noted above, of the error-laden observations for 23 January), and is

used in the forecast evaluation below. The daily squared return as a volatility measure is

also included for comparison.

3.1 (ii) Foreign exchange data

The foreign exchange data are Deutschemark-U.S. dollar and Yen-U.S. dollar spot

exchange rates, as described by Andersen and Bollerslev (1998), taken from the Olsen &

Associates HFDF-2000 data set. The original sources of the raw data that are used to

3An exception is 23 January 1998, for which the index values and bid/ask are grossly
different throughout much of the trading day, evidently a data recording problem. We
replace this day’s estimated volatility by its squared return in the computations below.
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construct HFDF are the DM/$US and Yen/$US bid-ask quotes displayed on the Reuters

FXFX screen. These raw data are subject to various microstructure frictions, outliers and

other anomalies, and have to be filtered; see Müller et al. (1990) and Dacorogna et al.

(1993) for the filtering procedures and the construction of the returns. Because these data

have been fairly widely used, our description will be brief.

Each data point in the HFDF-2000 data set contains a mid-price, a bid-ask spread

over a 5-minute interval of spot rate quote and a time stamp, resulting in a total of 288

5-minute returns for a given day. The 5-minute returns, expressed in basis points (i.e.

multiplied by 10,000), are computed as the mid-quote price difference. The mid- price at a

given regular time point is estimated through a linear interpolation between the previous

and following mid-price of the irregularly spaced tick-by-tick data. The bid-ask spread is

the average over the last 5-minute interval, again expressed in basis points. If there is no

quote during this interval, the mean bid-ask spread is zero. The sample spans the period

from January 2, 1987 to December 31, 1998, providing us with a sample of 1,262,016 5-

minute returns, expressed in USD terms. However, it is well known that trading activity

in the foreign exchange market slows markedly over the weekends and certain holidays.

Following Andersen et al. (2001a), among others, we remove such low-activity days from

our data set. Whenever a day t is excluded from the data set, we cut from 21.05 GMT of

the previous calendar day t− 1 to 21:00 GMT on the calendar day t. This definition of a

“day” is standard in the literature and follows Bollerslev and Domowitz (1993).

In addition to the low-activity period from Friday 21:05 GMT to Sunday 21.00 GMT,

we remove the following fixed holidays from our data set: Christmas (December 26-26),

New Year’s (December 31-January 2), and the Fourth of July. We also remove the moving

holidays of Good Friday, Easter Monday, Memorial Day, the Fourth of July, Labour Day,

Thanksgiving (US) and the day after Thanksgiving. Finally, we cut the days for which

the indicator variable (the bid-ask spread) had 144 or more zeros, corresponding with

the technical “holes” in the recorded data. After these adjustments, we are left with 2,968

trading days of DM/$US data corresponding with 2, 968×288 = 854, 784 five-minute return

observations, and 2970 days of Yen/$US data corresponding with 2, 970 × 288 = 855, 360

five-minute return observations. A final adjustment is made to the Yen/$US data set:

because of the extremely large volatility observations occurring at 7-8 October 1998 and

surrounding dates,4 we terminate this data set at the end of May 1998, leaving 2830 days

4These days correspond with the period around the collapse of Long Term Capital Manage-
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of high-frequency data. We comment below on the effect of this trimming on the relative

performance of the two forecast types.

As with the TSE index data, we report results for three different aggregations of the

intra-day data as well as for the daily squared return, for comparison. These data sets

differ from the TSE data in that the highest frequency available is 5-minute returns, and so

the three aggregations that we choose are correspondingly less fine (5-, 10- and 30-minute

returns). However, the sequence of daily high-frequency returns corresponds to over ten

times as many days as for the TSE data. The TSE data also differ in the existence of

a prior sample of daily data from which to construct QML GARCH estimates. Here, we

instead use an initial sample of daily returns computed from the high-frequency data for

QML estimation.

3.2 Forecasting models

We use two classes of forecasting model to evaluate the information content of volatility

forecasts at horizons extended to thirty days. The first is the standard GARCH model

estimated by quasi-Maximum Likelihood methods on samples of daily returns data; these

forecasts do not use the information present in the high-frequency data. The second class

is the forecast of conditional volatility obtained from projection of realized volatility on

past values of realized volatility: that is, autoregressive models of the realized volatility, as

examined by ABDL (2001a/b) and Bollerslev and Wright (2001).

In the QML case we restrict ourselves to the GARCH(1,1) model which Bollerslev and

Wright, for example, found to produce the best one-step volatility forecasts by a substantial

margin, on a set of DM/$US data very similar to that used here. The latter method is not

applied to the TSE equity index data because of the relatively small number of days (252)

for which high-frequency data were available.

Parameters of the GARCH(1,1) model

σ2
t = ω + βσ2

t−1 + αε2
t−1, (3a)

or in terms of squared returns,

(1− αL− βL)ε2
t = ω + (1− βL)(ε2

t − σ2
t ), (3b)

are estimated for the TSE 35 index on the initial sample of 2772 observations from January

1987 through 31 December 1997, and updated with values from 1998 as the data from

ment.
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which forecasts are made advances. From each forecast date, beginning with 2 January

1998, out-of-sample forecasts are produced for s days in the future, s = 1, 2 . . . 30. For the

two foreign exchange series, an initial sample of daily data is taken from the first two years,

1987-88, for inital estimation of the GARCH(1,1) parameters. Thereafter these estimates

are again updated at each day for recursive estimation and out-of-sample forecasting.

Forecasts by autoregressive projection on past realized volatilities are also computed

recursively beginning with the same initial samples. Note that these forecasts use the

additional information present in the high-frequency data, and are therefore not based on

the same information set as the QML GARCH forecasts.

For each data set, we then also estimate the unconditional variance recursively using

the same initial sample, in order to evaluate the performance of the forecasting models

in predicting deviations of the conditional variance from this quantity; that is, we ask

whether the model-based forecast of volatility on a given day is superior to simply using

the estimated unconditional variance to predict volatility.

Estimates of the volatility forecast content function are obtained as follows. Let τ =

1, 2, . . . , T index the full sample of trading days for which high-frequency information is

available, on any one of the three data sets (that is, T=252, 2968 and 2970 for TSE, DM and

Yen respectively). Let s = 1, 2, . . . , S index the forecast horizon; we consider a maximum

horizon of S = 30 days. Using an initial sample of size t0, which can be set to 0 for the TSE

data because of the existence of the daily pre-sample, construct the (T − t0 +1)×S matrix

E having typical element ετ,s, defined as the forecast error from the model-based forecast

for trading day τ given a forecast made s days in the past. Construct the corresponding

(T − t0 + 1)× 1 vector U having typical element uτ , defined as the difference between the

estimated unconditional variance of the returns and the realized volatility for trading day

τ. The latter quantities do not depend on s because the unconditional variance does not,

of course, depend on s. For the entries in both E and U, we take the sample mean squared

error obtained in comparing the forecast with the realized volatility, at the chosen level of

aggregation (e.g. 5 minutes, 10 minutes). These sample quantities are substituted into (2),

for each s.5

5Pointwise standard errors for the content function are computed using the approximate
expression

var

(
X

Y

)
'
(

µX

µY

)2 [
var(X)

µ2
X

+
var(Y )

µ2
Y

− 2cov(X,Y )
µXµY

]
.
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4.Empirical results

Since the TSE high-frequency data set used here is both relatively short and less well

known than the others, we begin with some plots of relevant quantities which will serve to

illustrate some typical relationships. We do not plot the realized volatilities for the foreign

exchange data.

Figure 1(a-c) shows estimated daily volatilities {σ2
t }252t=1 for a variety of values of a

time-aggregation parameter k which indicates the number of 15-second returns which are

summed to obtain a single intra-day squared return: k = 4 therefore uses 1-minute returns,

k = 20 uses 5-minute returns, and k = 40 10-minute returns.6 For comparison, Figure 1d

plots the squared returns on each of the trading days of 1998 together with a representative

set of 1-step-ahead forecasts, from a GARCH(1,1) model estimated by QML on the pre-

sample of daily data. The high equity-market volatility of August 1998, and its tracking

by the GARCH estimates, is readily observable. The GARCH forecasts are of course much

smoother than the squared returns, being forecasts of the conditional expectations of the

squared returns; each of these features implies smoothing.7 In comparing the different

values, note the difference in vertical scales; while the overall form is similar among the

different values of k, higher values produce greater extremes of variation (approaching

the daily squared return as k increases to 1560). For any moderate value of k, the daily

volatilities are a much smoother sequence than the squared returns of which they are

(estimates of) the conditional expectations.

The next figures record the estimated forecast content functions for the three data sets

and the two (except in the case of the TSE) forecast methods. Each figure shows the forecast

content function for three different time aggregations, together with the function estimated

on squared returns, for comparison. The latter is of interest primarily to underline, in

accordance with Andersen and Bollerslev (1998), the value of realized volatility in exploring

the performance of conditional variance forecasts; using the very noisy squared return series,

Here X is the estimated MSE of model-based forecasts for each s, and Y is the estimated
MSE of the forecast implicit in the unconditional variance. We replace each of the popula-
tion quantities on the RHS of this expression with their sample counterparts for asymptotic
inference.
6ABDL (2001b) suggest a method for choosing a time aggregate based on ‘volatility signa-

ture plots’.
7The parameters of the estimated GARCH(1,1) process (log returns scaled by 100) are

(ω̂, β̂, α̂) = (0.03, 0.85, 0.12).
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which was used for forecast evaluation in literature pre-dating Andersen and Bollerslev

(1998), yields no significant indication of forecasting power on any data set. Each content

function C(s) is shown with ±2 standard error bands.

Figure 2(a-d) plots estimated forecast content functions for the TSE 35 index, forecast

with the QML-estimated GARCH(1,1) model, on the three realized volatility measures

and the untransformed daily squared returns. Figures 3(a-d) and 4(a-d) do so for the

DM/$US and Yen/$US data respectively, with aggregations of 5, 10 and 30 minutes used

in estimating realized volatility, as well as with the squared daily return for comparison.

The TSE data show much wider confidence intervals, reflecting the fact that the data set

contains fewer than one tenth the number of days of high-frequency data available for foreign

exchange. Nonetheless the forecast content on 5-minute returns is significantly positive to

about sixteen days forward, and the point estimate is positive to the thirty-day maximum

horizon considered here. Results on the 10-minute aggregation are similar, although the

5-minute results are the strongest. Results on the 1-minute aggregation are very weak,

suggesting substantial noise from microstructure effects. These weak results also suggest

that the absence of higher-frequency returns in the foreign exchange data does not represent

a substantial loss of information for the present purpose.

On the foreign exchange data, all estimates on realized volatility measures (parts a-

c) show positive point estimates of forecast content remaining at the thirty-day horizon:

use of a formal volatility forecasting model for daily volatility shows positive information

content 30 days into the future, in the sense that the forecasts improve on the unconditional

variance of the process as an indicator of the realized volatility that will emerge. In each

data set, the five-minute aggregation provides the highest estimate of forecast content.

The results for volatility forecasts made via autoregressions on realized volatility appear

in Figures 5 and 6. The pattern is very similar to that appearing in Figures 3 and 4

respectively; however, the point estimates of forecast content are in general higher for

the realized volatility forecasts for approximately 10-15 trading days. Toward the end of

the 30-day maximum horizon that we consider, the two types of forecasts appear to be

very similar, although point estimates of forecast content become higher for the GARCH

forecasts at the longer horizons considered. As one would expect, there is virtually no

evidence of significant content in applying this method directly to squared returns (Fig.

5d, 6d). Again, the strongest results on both data sets appear in the 5-minute returns.

It is important to recall that even the best realized volatility measure contains mea-
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surement noise relative to the daily integrated volatility
∫ t

t−1
σ2

t+τdτ. Such measurement

noise tends to lower all measures of the value of forecasts, relative to that which would

be measured with knowledge of the true daily volatility, by obscuring the match between

forecast and outcome. For this reason, we interpret the highest forecast content across

measures as evidence in favour of the superiority of that measure. The evidence in these

data sets therefore favours the five-minute aggregation.

A numerical summary of some of these results appears in Table 1, for the 5-minute

aggregation.8

Table 1
Numerical summary of forecast content
Realized volatility of 5-minute returns

TSE 35 DM/$US Yen/$US
Forecast method

QML-GARCH
C(1) (se) 0.30 (.12) 0.26 (.02) 0.25 (.03)
C(5) (se) 0.20 (.08) 0.15 (.02) 0.11 (.02)
C(20) (se) 0.08 (.06) 0.07 (.01) 0.04 (.01)
(30) (se) 0.01 (.05) 0.05 (.01) 0.02 (.01)

AR-rv
C(1) (se) — 0.39 (.03) 0.32 (.03)
C(5) (se) — 0.20 (.02) 0.15 (.02)
C(20) (se) — 0.05 (.01) 0.02 (.01)
C(30) (se) — 0.001 (.02) -0.004 (.01)

8Note however that in trimming the Yen sample to remove the apparent outliers, we have
given an advantage to the AR-realized volatility forecasts, which are more sensitive to
this effect than the GARCH forecasts; the latter are based on estimated daily volatilities
which fluctuate much less extremely than the actualy realized volatilities. There is some
indication that limiting the degree of correlation in very large realized volatilities may be
less than in more moderate values.
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These results tend to confirm, for moderate horizons, the results of Bollerslev and

Wright (2001) concerning the superiority of AR forecasts over QML-GARCH. At longer

horizons, however, the GARCH forecasts tend to have slightly higher point estimates of

information content. More precise evidence on this point comes from a sequence of Diebold-

Mariano (1995) tests for the null of equal forecast accuracy, on the two sequences of fore-

casts, for each of the two currencies.

Table 2
Diebold-Mariano tests of equal forecast loss: p-values

GARCH(1,1) vs AR-realized volatility forecasts
Realized volatility of 5-minute returns

DM/$US Yen/$US
Horizon (s)

1 <0.01 0.14
2 0.01 0.04
3 0.01 0.28
4 0.07 0.21
5 0.03 0.09
10 0.09 0.13
15 0.17 0.48
20 0.56 0.72
30 0.67 0.36

Clearly the results are stronger on the DM$US data; there is some weak evidence

on the Yen/$US data that the AR-realized volatility forecast may be superior at fairly short

horizons. In either case, the point estimates of the content of the two types of forecasts

tend to converge to zero around the thirty-day horizon. Although, as we have noted, the

GARCH forecasts do have higher point estimates of forecast content for the longer horizons,

there do not appear to be statistically significant differences.

5.Concluding remarks

To measure forecast performance, we need to estimate the outcome (volatility) which

was forecast. The use of realized volatility, as in Andersen and Bollerslev (1998) and various
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subsequent contributions, has clearly improved our ability to do so, and we take advantage

of this measurement here to examine the usefulness of forecasts at longer horizons than have

commonly been investigated. Nonetheless, as in ABDL (2001a/b), the choice of frequency

of measurement has non-trivial affects on the measured realized volatility. These different

estimates affect our measures of forecast content; we find, however, that the five-minute

realized volatilities provide the strongest results on all data sets, including the TSE data

for which higher-frequency measurements, as frequent as 15 seconds, are available.

The results have a number of other features which appear common to the different data

sets. First, forecasts of conditional volatility appear to have information content to a hori-

zon of approximately thirty trading days, although the precise maximum horizon of course

depends on the data set and forecast method. It is possible that a measure of daily volatil-

ity with even less noise than the five-minute realized volatilities would provide yet stronger

evidence of the value of volatility forecasts. Second, forecasts based on autoregressive pro-

jection on past realized volatilities do appear to provide better results at short horizons, as

was found by Bollerslev and Wright (2001) for the 1-day horizon (also on DM/$US data);

evidence on the Yen/$US data on the significance of this effect is weak, however. At longer

horizons, as the content of each type of forecasts nears zero, the methods become difficult

to distinguish on statistical grounds. Either method, however, provides some forecasting

power to approximately thirty trading days.
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